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ABSTRACT 

The rapid expansion of surveillance infrastructures across urban environments has significantly increased the 

volume of video data generated in real time. Manual monitoring of such large-scale surveillance networks is 

inefficient and prone to human error, particularly in high-density public environments characterized by crowd 

congestion, pose variations, illumination changes, and motion blur. Traditional face recognition approaches based 

on handcrafted features lack robustness under such unconstrained conditions. This paper presents a CPU-

optimized deep learning framework for real-time face recognition-based criminal detection designed specifically 

for high-density surveillance scenarios. The proposed system integrates Multi-task Cascaded Convolutional 

Networks (MTCNN) for accurate face detection and alignment, followed by a custom-trained TensorFlow 

embedding model for identity recognition using similarity-based threshold matching. The framework is trained 

on multi-angle real-world datasets and deployed under CPU-constrained environments to ensure practical 

feasibility. Experimental evaluation under controlled testing conditions achieved an average recognition accuracy 

of approximately 95%. The proposed architecture emphasizes computational efficiency, scalability, and secure 

biometric handling, making it suitable for distributed public surveillance systems. 

Keywords: Face recognition, Criminal detection, Deep learning, Surveillance systems, Biometric 

authentication, Real-time monitoring 
 

1 INTRODUCTION 

Rapid urbanization and digital transformation have led to widespread deployment of surveillance systems across 

transportation hubs, commercial complexes, educational institutions, and government infrastructures. These 

surveillance systems generate massive volumes of video data that require continuous monitoring to detect 

potential security threats. However, manual surveillance is inherently limited by cognitive fatigue, delayed 

response times, and scalability constraints, making intelligent automated monitoring systems essential. 

High-density public environments introduce additional challenges for reliable identity recognition. Factors such 

as partial occlusion, non-frontal orientations, varying illumination conditions, low-resolution frames, and motion 

blur significantly degrade recognition performance. Classical face recognition techniques such as Eigenfaces and 

Fisherfaces rely on linear subspace projections and handcrafted feature extraction methods[1, 2], which lack 

robustness under unconstrained real-world conditions. 

The emergence of deep convolutional neural networks (CNNs) has transformed visual recognition tasks by 

enabling hierarchical feature learning directly from data[13]. Embedding-based recognition models project facial 

images into high-dimensional feature spaces where identity verification is performed using similarity-based 

distance metrics rather than rigid classification[4]. This approach enhances scalability and adaptability when 

handling large identity databases. 

mailto:dbhanchate555@gmail.com
mailto:pasatarkar@coe.sveri.ac.in
mailto:arvind.jagtap82@gmail.com
mailto:arvind.jagtap@vpkbiet.org
mailto:simoontamboli246@gmail.com
mailto:madhaviswami609@gmail.com
mailto:payalkharat43@gmail.com
mailto:snehalatatate2004@gmail.com


CINEFORUM 

ISSN: 0009-7039 

Vol. 66. No. 6s, 2026 (Special Issue 6) 

 

920 

   © CINEFORUM 

Despite significant advancements in benchmark accuracy, limited research addresses integrated real-time criminal 

detection frameworks optimized for CPU-based deployment in crowded environments. Many existing systems 

assume GPU-intensive computation, restricting feasibility in distributed surveillance infrastructures. Additionally, 

issues related to threshold optimization, false positive control, and secure biometric storage remain underexplored 

in practical implementations. 

 

Related Work 
Face recognition research has evolved significantly from traditional feature-engineering techniques to advanced 

deep learning-based architectures. Early approaches such as Eigenfaces and Fisherfaces relied on principal 

component analysis and linear discriminant analysis for feature extraction[1, 2]. While computationally efficient, 

these methods were highly sensitive to illumination variations, pose changes, and facial expressions. 

The introduction of deep learning marked a paradigm shift in face recognition. DeepFace demonstrated the 

capability of deep neural networks to learn complex facial representations under unconstrained conditions[3]. 

Subsequently, FaceNet introduced an embedding-based learning framework where facial images are mapped into 

a compact Euclidean space[4]. The use of triplet loss ensures that embeddings of the same identity remain closer 

while maintaining separation from different identities, improving scalability for large databases. 

Accurate face detection and alignment are critical preprocessing steps. The Multi-task Cascaded Convolutional 

Network (MTCNN) employs a three-stage architecture consisting of a proposal network, refinement network, and 

output network to jointly perform face detection and landmark localization[5]. Its balance between computational 

efficiency and accuracy makes it suitable for real-time applications. 

Real-time object detection frameworks such as YOLO reformulated detection as a regression problem, 

significantly improving inference speed for video stream analysis[6]. However, most object detection systems 

focus on general object categories and require adaptation for specialized biometric recognition tasks. 

Large-scale benchmark datasets such as Labeled Faces in the Wild (LFW) and MegaFace have been widely used 

to evaluate recognition performance under unconstrained and large-scale conditions [7, 8]. Recent margin-based 

loss functions such as ArcFace have further enhanced discriminative embedding learning for improved 

recognition accuracy [9]. 

Although recent transformer-based architectures demonstrate improved robustness under challenging conditions, 

they often demand substantial computational resources and extensive training datasets. Furthermore, practical 

deployment challenges such as CPU feasibility, threshold tuning, and privacy preservation remain insufficiently 

addressed in many implementations[10]. 

Therefore, there exists a clear need for an integrated framework that combines robust detection, embedding-based 

recognition, optimized similarity thresholds, and secure biometric handling within a computationally efficient 

architecture suitable for real-world surveillance environments. 

 

Proposed Methodology 
The proposed framework is designed to perform real-time criminal identification in high-density public 

environments while maintaining computational efficiency under CPU-based deployment. The system architecture 

consists of four primary stages: face detection, face alignment, embedding generation, and similarity-based 

identity matching.  

 
Fig. 1. Proposed system architecture for real-time criminal identification 
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Initially, input video frames are captured from surveillance feeds and preprocessed to ensure resolution 

consistency. Face detection and alignment are performed using the Multi-task Cascaded Convolutional Network 

(MTCNN)[5]. This three-stage architecture detects facial regions and simultaneously extracts key landmark points 

including eyes, nose, and mouth coordinates. Alignment based on landmark localization reduces the impact of 

pose variations and improves embedding consistency.  

Following detection and alignment, facial images are passed to a custom-trained deep convolutional neural 

network implemented using TensorFlow. Instead of performing direct classification, the model generates fixed-

length embedding vectors representing discriminative facial features in a high-dimensional space. These 

embeddings encode identity-specific characteristics while maintaining invariance to illumination, minor pose 

variations, and facial expressions. 

For recognition, the system employs similarity-based matching using Euclidean distance between the query 

embedding and stored database embeddings. A decision threshold is defined such that: 

If distance < threshold → Identity match 

If distance ≥ threshold → Unknown identity Threshold selection is empirically optimized to balance false 

acceptance rate (FAR) and false rejection rate (FRR), particularly in crowded environments where 

misidentification risk is elevated. 

Equation 1 – Euclidean Distance 

This measures similarity between: 

Query embedding → x 

Stored embedding → y 

d(X, Y) = √∑𝑛
𝑖=1 (𝑥𝑖 − 𝑦𝑖)2 

Explain: 

xi = query embedding component 

Yi = stored embedding component 

n = embedding dimension 

d = distance score 

      Equation 2 – Decision Rule 

      This converts distance into recognition: 

Identity = {𝑀𝑎𝑡𝑐ℎ         𝑖𝑓 𝑑 < 𝑇 𝑈𝑛𝑘𝑛𝑜𝑤𝑛  𝑖𝑓 𝑑 ≥ 𝑇  
      Explain: 

T = decision threshold 

Equation 3 – Confidence Score 

Confidence = (1 −  
𝑑

𝑇
) × 100 

where d represents the Euclidean distance between the query and stored embeddings, and T denotes the predefined 

decision threshold. 

This means: 

If distance is very small → confidence close to 100% 

If distance approaches threshold → confidence close to 0% 

The architecture is optimized to operate without GPU acceleration, ensuring feasibility for distributed surveillance 

systems where high-performance hardware may not be available. 

 

Implementation Details 
The system is implemented using Python and TensorFlow in a CPU-based environment. The training dataset 

consists of real-time collected facial images, including multiple angles, varied lighting conditions, and different 

facial expressions to simulate realistic surveillance scenarios. Approximately 500 identities were included in the 

experimental dataset. 

Data preprocessing included resizing, normalization, and augmentation techniques such as rotation and brightness 

variation to enhance generalization. The embedding model was trained to minimize intra-class distance while 

maximizing inter-class separation, enabling robust similarity-based recognition. 

The recognition pipeline operates in real time by processing video frames sequentially. Face detection using 

MTCNN is applied to each frame, followed by embedding generation and similarity comparison against the stored 

database. 

To maintain system efficiency under CPU constraints: 

Batch processing was minimized. 

Model size was optimized to reduce inference latency. 

Database lookup operations were structured for rapid embedding comparison.  

The system achieved real-time processing capability suitable for moderate surveillance loads without dedicated 

GPU hardware. 
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Experimental Results and Analysis 
The system was evaluated across multiple test cases consisting of individual and multi-person frames captured 

under varied pose, illumination, and angle conditions. Accuracy was computed on a per-face basis rather than per-

image basis. Across the complete evaluation set, the framework achieved an average recognition accuracy of 

approximately 95% under controlled testing conditions. 

 

 
Fig. 2. Sample output showing face detection and similarity confidence percentage 

 

The screenshot shown in Fig. 2 represents a sample operational scenario and does not reflect the overall 

performance metric. It illustrates real-time system behavior under dynamic conditions. 

Here: 

TP = True Positive 

TN = True Negative 

FP = False Positive 

FN = False Negative 

        Case Analysis 

        Suppose: 

Person A → Correctly identified (TP = 1) 

Person B → Wrongly matched as someone else (FP = 1) 

       Then: 

TP = 1 

TN = 0 

FP = 1 

FN = 0 

Equation 4 – Accuracy 

Accuracy = 
𝑇𝑃 + 𝑇𝑁  

𝑇𝑃+𝑇𝑁+𝐹𝑃+𝐹𝑁 
  

Accuracy = 
1 + 0  

1 + 0 + 1 + 0 
  =  

1  

2 
 × 100 = 50% 

Equation 5 – FAR 

FAR = 
𝐹𝑃

𝐹𝑃+𝑇𝑁
  

FAR = 
1

1 + 0
=  

1  

1 
 × 100 = 100% 

 

Equation 6 – FRR 

FRR = 
𝐹𝑁

𝐹𝑁+𝑇𝑃
  

FRR = 
0

0 + 1
=  

0  

1 
 × 100 = 0% 

The quantitative performance of the proposed system under the sample screenshot scenario is summarized in 

Table 1. 
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Table 1. Example frame-level recognition behavior 

Metric Value 

Total Individuals 2 

Correct Identifications 1 

False Positives 1 

False Negatives 0 

Accuracy 50% 

FAR 100% 

FRR 0% 

Confidence Range (Correct Match) 70–90% 

Deployment Mode CPU-based 

 

The system achieved an average recognition accuracy of approximately 95% under controlled lighting conditions. 

Performance degradation was observed in cases of extreme side angles and low-resolution frames, though 

recognition remained stable under moderate pose variations. 

Precision and recall metrics indicate that threshold optimization significantly reduced false positives in crowded 

scenarios. The embedding-based recognition approach demonstrated strong identity clustering properties, with 

same-identity embeddings consistently grouped within a compact distance range. 

CPU-based inference performance analysis revealed that the system maintained acceptable latency for real-time 

surveillance use cases. While GPU acceleration could further improve throughput, the current architecture 

demonstrates practical feasibility for distributed infrastructure deployment. 

Overall, the results validate that embedding-based recognition combined with optimized threshold selection 

provides reliable identification performance in high-density environments. 

 

Discussion 
The experimental results demonstrate that embedding-based face recognition is well-suited for criminal detection 

in surveillance systems. Unlike traditional classification-based models, similarity-based recognition allows 

scalable integration of new identities without complete model retraining. 

One of the primary strengths of the proposed framework is its CPU feasibility. Many state-of-the-art systems 

depend heavily on GPU acceleration, limiting deployment in resource-constrained environments. The proposed 

architecture demonstrates that carefully optimized deep learning models can achieve competitive accuracy under 

CPU execution. 

However, certain limitations remain. Recognition performance declines under extreme occlusion and severe 

motion blur. Additionally, threshold tuning must be carefully calibrated depending on the operational environment 

to minimize false alarms in crowded public spaces. 

Although the current prototype was evaluated using static group images, the proposed architecture is designed to 

support integration with live surveillance feeds. In real-world scenarios, such as identifying an escaped criminal, 

the system can be deployed over IP-based CCTV networks to continuously monitor and compare live facial 

embeddings against a predefined criminal database. This enables proactive identification in crowded public 

environments. 

 

Security and Privacy Considerations 
Biometric systems inherently involve sensitive personal data. Therefore, privacy preservation and secure storage 

mechanisms are critical components of responsible deployment. 

In the proposed framework, facial embeddings rather than raw images are stored in the database to reduce data 

exposure risk. Embeddings represent mathematical feature vectors that cannot be directly reconstructed into 

original facial images. 

Access control mechanisms and encryption strategies are recommended for database storage to prevent 

unauthorized access. Additionally, deployment must comply with applicable data protection regulations and 

ethical guidelines governing biometric systems. 

Careful threshold tuning is also essential to prevent wrongful identification, particularly in high-density 

environments where misclassification could have serious consequences. 

By integrating security awareness into the system design, the proposed framework promotes responsible and 

ethical use of intelligent surveillance technologies. 
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Conclusion and Future Work 
This paper presented a CPU-optimized deep learning framework for real-time face recognition-based criminal 

detection in high-density public environments. The system integrates MTCNN-based face detection with a 

custom-trained TensorFlow embedding model and similarity-based identity matching. 

Experimental evaluation demonstrates an average recognition accuracy of approximately 95%, validating the 

effectiveness of embedding-based recognition under real-world conditions. The proposed architecture emphasizes 

computational efficiency, scalability, and secure biometric handling, making it suitable for distributed surveillance 

infrastructures. 

Future work will focus on integrating the framework with live CCTV camera streams to enable continuous real-

time monitoring in high-density public areas. Such integration would allow dynamic tracking of suspected 

individuals, adaptive threshold tuning, and improved large-scale deployment across distributed surveillance 

infrastructures. 

The proposed framework contributes toward practical, efficient, and secure intelligent surveillance systems 

capable of operating under real-world constraints.... 
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